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Abstract

The Compact Reconnaissance Imaging Spectrometer for Mars (CRISM) has proven instrumental in the mineralogical analysis of
the Martian surface. The primary tool for mineral identification in this dataset has been the CRISM summary parameters–which use
simple mathematical functions to measure the presence/absence of specific spectral features. While the CRISM Summary param-
eters and browse products (combinations of specific summary parameters) have proven valuable in guiding manual analysis, these
hand-crafted representations are not well suited for automated analysis as the noise has deleterious effects on their performance.
We propose an unsupervised technique based on Generative Adversarial Networks (GANs) to learn a more discriminative repre-
sentation from CRISM data, such that simple metrics in the representation space can be used to discriminate between the various
mineral-spectra present in the data. We describe a simple pipeline using the GAN-based representations to map mineral-signatures
of interest across the CRISM image database. We will then show that the features learned by the GAN are better suited to iden-
tify mineral signatures in the CRISM database compared to the simple handcrafted summary parameters. We will show that the
maps generated by our pipeline are successfully able identify deposits corresponding to the mineral-signatures of interest across the
CRISM image database.
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1. Introduction

The CRISM spectrometer with its ability to measure elec-
tromagnetic energy in Visible to Near-InfraRed (VNIR) wave-
length range (362 − 3920 nm) at 6.55nm/channel has enabled
researchers to identify the presence of a variety of different min-
erals on the Martian surface. Such expert analysis has lead to
the identification of various minerals such as various phyllo-
silicates (such as kaolinite, illite, hydrated silica and a variety
of other Fe/Mg and Al smectite clays (Mustard et al., 2008)),
mafics (such as olivine , high-calcium pyroxene and low-
calcium pyroxene (Skok et al., 2012)), Mg-carbonate (Ehlmann
et al., 2008) etc. have been identified based on CRISM data.
Some of the clearest detections of the various minerals from
the CRISM data has been compiled in the Minerals Identified
through CRISM Analysis (MICA) (Viviano-Beck et al., 2014)
library.

In spectroscopic data each mineral (based on its chemical
composition and crystal structure) exhibits an unique absorp-
tion pattern (Clark et al., 1999), making it possible to identify
them. The most common method for used by practitioners for
detecting the presence of various minerals and their spatial dis-
tribution in CRISM data are the spectral summary parameters,
initially described in (Pelkey et al., 2007) and later revised in
(Viviano-Beck et al., 2014). Summary parameters attempt to
capture the presence and strength of a various spectral absorp-
tion features (such as band-depth, doublets etc..) using a sin-
gle parameter value. Each summary parameter was designed to
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measure a spectral feature which is associated with a specific
mineralogy. Summary parameter maps allow the user to focus
on pixels with higher parameter values. Practitioners generally
combine groups of related summary parameter maps to form
RGB browse products, to identify different sets of related min-
erals. While the summary parameters have proven to be quite
valuable in guiding and targeting manual analysis of CRISM
images, they have some known drawbacks–the precise math-
ematical formulation of the summary parameters are adversely
affected by the presence of noise and other “unexpected spectral
anomalies” (Viviano-Beck et al., 2014). Some of the summary
parameters also show “false alarms” for spectra with subtly dif-
ferent spectral features (refer (Viviano-Beck et al., 2014) for
the “caveats” associated with each summary parameter). In ad-
dition, each of the various summary parameters have different
statistics which makes comparison/analysis of multiple sum-
mary products complicated.

Given the sheer size of the CRISM image database (> 10000
images with more than billion pixel spectra) various attempts
have been made at automatic mineral mapping, Parente et al.
(2011) described a technique based on finding a representa-
tion based on curve-fitting for identifying/mapping the pres-
ence of some library end-members. The model began by per-
forming continuum removal on the target-spectrum and mod-
eling the absorptions using various automated Gaussian curve-
fitting techniques. Following this fit of the target-spectrum is
compared to the fit of various library end-members to decide
whether the pixel-spectrum is similar to the end-member. While
the technique was shown to have some success in mapping
some specific minerals (like the mafics), it is quite time con-
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suming (requires a complex curve-fitting process for each spec-
trum) and also the effectiveness of the curve fitting techniques
for all mineral signatures (particularly for minerals with sharp
non-Gaussian absorption features like kaolinite and jarosite), or
in the presence of the CRISM noise/distortions is not clear.

Gilmore et al. (2011) proposed a novel technique based
on image segmentation and end-member detection. The pro-
posed method first applies a super-pixel segmentation algorithm
(Felzenszwalb and Huttenlocher, 2004) to the CRISM image to
identify the spatially contiguous homogeneous regions (super-
pixels) in the image. In all future processing each super-pixel is
represented by the mean/median spectrum associated with the
super-pixel. This both reduces data-complexity (thereby speed-
ing up all downstream operations) and reduces the effects of
any additive noise. Following this the techniques prescribes
the identification of the extreme pixel-spectra (end-members)
from the data-cloud by applying the Sequential Maximum An-
gle Convex Cone (SMACC) (Gruninger et al., 2004). Finally,
the algorithm uses a Spectral Angle Map (SAM) to generate
the maps corresponding to the different end-members identi-
fied in the previous step. While the process is fully automated
it suffers from some known deficits–since the super-pixel seg-
mentation algorithm fixes the size of the smallest segment,
this means that signatures associated small deposits (smaller
than the fixed limit) may no longer survive the segmenta-
tion process. Further, the end-member detection algorithm fo-
cuses on finding the extreme spectra present in the data cloud,
these algorithms are adversely affected by the presence of out-
liers due to noise/distortion. While the super-pixel segmenta-
tion does a good job of suppressing any additive (zero-mean)
noise present in the data it is not enough to reduce the effects
of the instrumental/atmospheric artifacts and other structured
noise/distortions. Finally, both the super-pixel segmentation
and the mapping use the Spectral Angle Divergence to measure
spectral similarity, as we will show in a later section (see Sec.
2) this metric is not sufficient for accurately measuring notions
of spectral similarity.

Another approach for automated analysis of spectroscopic
data is the Factor Analysis for Target Transformation (FATT)
introduced by Thomas and Bandfield (2017). This approach is
based on applying the methods described by Malinowski (2002)
to hyper-spectral image data. In the factor analysis portion the
“independent components” in the image data are identified (us-
ing a eigen-value decomposition). Since the various spectra in
the image can then be expressed as linear combination of these
“independent components” (i.e. the eigen vectors), these are
expected to contain spectral absorption features seen in the im-
age as well atmospheric effects, other systematic components
and noise. The eigen values estimated in this stage allows the
user to estimate the dimensionality of the data and therefore the
“significant eigen vectors”. In the target transformation por-
tion the technique calculates a “linear least squares fit” of var-
ious test spectra using the “significant eigen vectors”. If the
Root Mean Squared Error (RMSE) between the test spectrum
and its reconstruction using the linear factors is below a cer-
tain threshold it is concluded that the test spectrum is a possible
end-member for the data. While this method is able to iden-

tify possible end-members for the data it is unable to generate a
map for the various end-members. A more recent work by Lin
et al. (2018) attempts to address this shortcoming by perform-
ing FATT on small windows to check whether a specific end-
member is present in a specific region. The technique performs
this analysis on windows/apertures of different shapes and sizes
to ensure that the exact region where a mineral is present may
be identified, this technique is referred to as Dynamic Aper-
ture Factor Analysis for Target Transformation (DAFATT). The
major issues with this scheme are that it tends to overestimate
the mineral deposits as all identifications are based on win-
dows rather than pixels. Secondly, the FATT/DAFATT uses the
RMSE or euclidean distance between the test spectra and it’s re-
construction decide if an test-spectrum is present in the data, as
we will show in a later section (see Sec. 2) this metric is not suf-
ficient for accurately measuring notions of spectral similarity.
Another source of errors in when minerals have similar absorp-
tion features, for e.g. when the absorption features of mineral
are a subset of the absorption features of another mineral, in this
scenario the first mineral will be detected where ever the sec-
ond mineral is present. Finally, the FATT/DAFATT application
for CRISM focus the detections for minerals with characteris-
tic absorption in the spectral region between 1.7 − 2.6 µm this
technique cannot be used to detect the presence of mafics such
as olivines and pyroxenes.

While the summary parameters and browse products were
originally designed to guide manual analysis, attempts have
been made to include these parameters as part of a pipeline
for automated mineral mapping. Carter et al. (2013) proposed
a novel method for identifying the presence of weak hydrated
mineral signatures from CRISM data. After a variety of prepro-
cessing steps (such as de-striping, continuum-removal, spurious
pixel removal etc..) the technique subtracts the dominant min-
eralogy (represented by the average column spectrum) and per-
forms continuum removal to further highlight the weak mineral
absorptions present in the data. Following this the technique
analyzes the presence and absence of specific absorption fea-
tures (using spectral summary parameters) to identify the pres-
ence of known hydrated mineral phases in the data. While the
technique is optimized for the batch processing of CRISM im-
ages it has three main limitations, first, the automated process-
ing is only partially successful and exhibits an “accuracy of the
identification of individual mineral classes which is about 60%
compared to a manual investigation” (Carter et al., 2013). Sec-
ond, since the model subtracts the dominant mineralogy from
the pixel spectra it is no longer capable of identifying large min-
eral exposures which are prevalent in the field of view. Finally,
like the FATT/DAFATT the authors focus on the spectral range
1.7 − 2.6 µm limiting their application in terms of mafic miner-
als.

Similarly, Allender and Stepinski (2017) attempt to use the
parameters to perform automated analysis of CRISM images.
As a first step the CRISM summary parameters are calculated
for each pixel in the image, in future processing the pixel are
represented by the summary parameter vector. Following this a
super-pixel segmentation is performed (Felzenszwalb and Hut-
tenlocher, 2004) to find spatial regions of have similar sum-
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Figure 1: Application of conventional metrics for comparing spectra
from (A) the same mineral class (B) Different mineral classes

mary parameter representations. In the next step an anomaly
detection algorithm DEMUD (Wagstaff et al., 2013) is used to
find pixels who have the most enhanced and diverse parameter
representations. Then a rule based system is used to identify
the parameters which have enhanced/divergent values relative
to other pixels in the image. Finally, a look-up table is used to
compare the enhanced parameters in the image anomalies to the
enhanced parameters in known mineral signatures. The main
issues with this procedure are (1) Since, the model included
identifying pixel-units of a minimum size it is unable to iden-
tify small mineral deposits in the images (2) The model is rule
based and the identification of any new spectrum-signatures re-
quires both the addition of new rules and reprocessing of the
images (4) Given the properties of summary parameters iden-
tification of thresholds for the rule based system is not trivial
(4) the spectrum identified includes mixed pixel-spectra (spec-
tra which possess additional spectral-features compared to the
MICA Library spectra) (4) this pipeline includes and compu-
tation/time intensive processing for CRISM image and finally
(5) since the model is based on the summary parameters it also
affected by the issues commonly seen in summary parameters.

In this paper we propose a new unsupervised model based on
Generative Adversarial Networks (GANs) (Goodfellow et al.,
2014) to learn features which are diagnostic in term of discrim-
inating the various mineral spectra present the CRISM image
database. We will show that while simple similarity metrics
are not sufficient to discriminate mineral spectra, and that in
the reflectance space the simple metrics are able to successfully
discriminate the different minerals in the feature space. Follow-
ing this we will describe a simple pipeline to identify and map
the various minerals in CRISM images and show the results of
using the pipelines in a set of around 50 CRISM images.

2. A note on spectral similarity

The biggest issue in the automated mineral identification and
mapping of CRISM images is the notion of spectral similar-
ity. Much of the analysis in mineral identification is based on
the presence/absence and strength of certain spectral features
(absorptions) at specific wavelength windows. For e.g. in Fig.
1 (A) we identify these spectra as belonging to the Nontron-
ite mineral class based on the absorption feature at 2.3 µm and

the absorption features at 1.4 µm & 1.9 µm support this di-
agnosis. Both spectra of the Nontronite class have these diag-
nostic absorption features with the differences seen in overall
background brightness (continuum) and the size of the respec-
tive bands. The spectra in Fig. 1 (B) compares a spectrum
from Nontronite class with a spectrum from the Montmorillion-
ite class, note that in most of the spectral window there are no
absorption features but rather just a background or continuum
information (which is quite similar for both classes), of the ab-
sorption features the ones at 1.4 µm & 1.9 µm are common (in
position, shape and size) to both the mineral classes, the only
different or diagnostic features are the absorption features at
2.2 µm & 2.3 µm respectively. The entire diagnosis is based on
these absorption features and the rest of the spectrum (which
consists of most of the other channels) are not useful for the
diagnosis.

Due to this it very hard to quantize spectral similarity in terms
of conventional mathematical metrics that measure similar-
ity/dissimilarity such as euclidean-distance and spectral angle
distance or cosine-similarity. This is clear from the examples
shown in Fig. 1, where we note that intra-class distance is larger
inter-class distance. In previous work (Saranathan and Parente,
2016) we have shown that across various mineral classes it is
a common occurrence that the inter-class distance/dissimilarity
is smaller than intra-class distance/dissimilarity.

As explained above spectral similarity is hard to measure
using conventional metrics, in such a scenario a technique
commonly used in the machine learning community is feature
learning. Features are an individual numeric parameters which
measure some characteristic of the data/phenomenon being ob-
served that make it easier to extract useful information (Bengio
et al., 2013). The CRISM summary parameters described pre-
viously can be considered an example of manually engineered
features. In the absence of noise as in the examples shown in
Fig. 1 the summary parameters are sufficient to discriminate
between the different classes. While these features perform ad-
mirably in noiseless scenarios their performance deteriorates in
the presence of noise, this to be expected as the mathematical
formulation for the summary parameters are often based on li-
brary spectrum or low noise observations.

To illustrate this we will focus on a subset from the CRISM
image FRT000097E2 (Latitude:19.23, Longitude:76.34),
which lies in Jezero watershed area of Mars, shown in Fig. 2
(A). This image is interesting as it has a very small deposit
characterized by a spectrum with a clear doublet near 2.2 µm
(highlighted in green in Fig. 2 (B)) which is generally con-
sistent with Kaolinite. The summary parameter MIN2200
was designed to identify the presence of this specific spectral
feature. The map for MIN2200 generated from the CRISM
Targeted Empirical data Record (TER) (Seelos et al., 2016)
(which is the most advanced product from CRISM pipeline )
is shown in Fig. 2 (B). We also show the map for MIN2200
for the CRISM data denoised by a method recently proposed
by Itoh and Parente (2019). The maps correctly identify the
mineral deposit but also show additional detection which seem
to follow the along track trends. To further illustrate this point
we show the spectra with the highest scores for the parameter
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Figure 2: Application of summary parameters to CRISM Data (A) RGB Composite of FRT97E2 (B) The spectrum of the deposit of interest (C)
Summary Parameter MIN2200H on CRISM TER Image (D) Summary Parameter MIN2200H on CRISM data denoised by (Itoh and Parente,
2019)

Figure 3: Pixel-spectrum with the highest score for the summary parameter MIN2200 (A) from CRISM TER Image (B) from CRISM data denoised
by (Itoh and Parente, 2019)

MIN2200 from the two different CRISM data products in Fig.
3, which reveals the fact that many of the spectra with the
highest parameter scores do not exhibit diagnostic kaolinite
doublet we are looking for.

Figure 4: The GAN scheme

As illustrated in the above example the manually engineered
features (i.e. the summary parameters) perform admirably in
terms of identifying the mineral deposit it is also significantly
affected by the noise. Therefore, rather than using these manu-
ally engineered features we will attempt to learn features from
the data in an automated fashion. Classical feature learning
leverages the availability of labeled examples to “learn” fea-
tures (supervised learning) best suited for the final task. Since
there is a paucity of labeled examples in terms of CRISM spec-

tra this approach is unsuitable for this dataset, rather we will
attempt to learn features directly from the data without any la-
beled examples (this is referred to as unsupervised learning).

2.1. Feature Learning using GANS
Generative Adversarial Networks (GANs) (Goodfellow

et al., 2014) are a class of unsupervised machine learning al-
gorithms, that attempts to create data-samples that are indis-
tinguishable from the real data samples. The model consists
of two neural networks called the generator and discriminator
engaged in zero-sum game–the generator accepts a latent vari-
able (a low dimensional vector from a known distribution) as an
input and endeavors to generate samples which the discrimina-
tor would be unable to differentiate from samples from the real
dataset, on the other hand the discriminator bids to separate the
real world samples from samples generated by the generator.
The complete GAN model is shown in Fig. 4.

The GAN training scheme consists of two steps (i) discrimi-
nator training: in this stage just the discriminator is trained by
using some real world data-samples and samples generated by
the generator to predict whether a given input samples is real
or has been generated (ii) Train the generator via the chained
models: in this stage the generator is chained with the discrim-
inator 1 and the generator is trained to “fool” the discrimina-

1output of the generator is the input to the discriminator
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tor, i.e. we change the weights of the generator network to
be able generate spectra which the discriminator identifies as
real. In this stage the weights of the discriminator are frozen.
These two training updates are alternated until convergence. If
successful at convergence the discriminator will be unable to
discriminate between real samples and the ones generated by
the generator. Past literature (Goodfellow et al., 2014; Radford
et al., 2015) have shown that if the GAN training is successful,
not just the discriminator but even a (human) expert will not be
able to easily separate the samples generated by the model from
real world data-samples.

Since we are focused on processing CRISM pixel-spectra we
will attempt to train a GAN (in particular the generator net-
work) to generate samples that are indistinguishable from real
CRISM pixel-spectra, i.e. it has characteristic mineral absorp-
tions which characterize one (or a mix) of the mineral families
known to exist in the CRISM image database. Further since the
only training signal to generator is based on the output of dis-
criminator, the only way the generator can “learn” to generate
spectra with appropriate absorption features is if the discrimi-
nator is able to correctly “describe” for such features/spectra.
Thus, the representation learned by the discriminator must en-
code some of the information needed to discriminate between
the various mineral families. In our technique we use the out-
put of the penultimate layer of the discriminator as the discrim-
inator’s representation. We then perform a similarity analy-
sis (comparison) between the representation of known mineral
spectra (referred to as “exemplar spectra”) and the representa-
tion of test spectra (which we wish to label). Previous work by
Radford et al. (2015) has shown that in the case of images, the
representation learned by the GAN is quite successful in classi-
fying image data by using very simple similarity algorithms like
nearest neighbors classification. Another more recent work by
Audebert et al. (2018) uses a flavor of supervised GANs for
data augmentation and improved classification for spectra from
terrestrial hyper-spectral images.

3. GAN Processing Pipeline for CRISM Data

3.1. Preprocessing– CRISM Image Denoising

Even the most advanced version of the data from the CRISM
PDS (Murchie et al., 2009), i.e. the Targeted Empirical data
Record (TER) (Seelos et al., 2016) is significantly affected by
various noise/distortions due to various instrument artifacts, at-
mospheric absorptions etc.. To minimize the effects of these
distortion sources, we first denoise the data using a novel
CRISM denoising technique introduced by Itoh and Parente
(2019). This method use a linear sparse unmixing technique
(Itoh and Parente, 2017) to model each CRISM pixel as a com-
bination of a convex background and a surface absorption spec-
trum. Further, the surface absorption spectrum is modeled as a
non-negative combination of various library end-members. The
model then uses the differences between the real CRISM pixel-
spectrum and the modeled pixel-spectrum and the available
atmospheric transmission data to correct/denoise the CRISM

pixel-spectra. In general, pixel spectrum show significant im-
provement in signal quality post the correction. More informa-
tion on the exact denoising procedure can be found in Itoh and
Parente (2019).

3.2. GAN Model Training
In this section we describe the full process used to train a

GAN to be able to generate sample-spectra that are indistin-
guishable from CRISM pixel-spectra. Since the main purpose
of this is to enable to model to be able accurately discriminate
between various mineral classes we train the GAN on the mod-
eled CRISM pixel spectrum generated by the denoising model
described above. We train the GAN on (noiseless) modeled
pixel spectrum as we would like to focus the full “descriptive”
power of the GAN on learning real mineral spectra (features)
as opposed to the noise. The complete GAN training scheme is
shown in the top (green) panel of Fig. 5.

3.2.1. Continuum Removal
As we have mention in Sec. 2 the distinguishing features

between various minerals are absorption features which are
present in the specific spectral windows. Much of the rest of the
spectrum just contains a background which encodes the overall
brightness of a given spectrum, this background appears as a
convex envelope. The continuum encodes almost no informa-
tion on the mineralogy of surface but rather is affected by fac-
tors such as illumination brightness and acquisition geometry
etc.. (or nuisance factors). The presence of continuum fea-
tures can make the analysis of band properties like shape and
exact position of the minimum very hard (Parente et al., 2011).
Since the spectrum in the SWIR are generally convex or flat
we can estimate the continuum by fitting a set of convex line
segments (or a convex hull) to the spectrum(Clark and Roush,
1984). We estimated the convex hull by using the iterative algo-
rithm described in De Berg et al. (1997). Finally we eliminate
the continuum from the spectrum by ratioing the pixel-spectrum
at specific wavelength with the associated value of the convex
hull (continuum) at that same wavelength.

3.2.2. Eliminating Flat Spectra
Many of the pixel-spectrum in the CRISM database appear

“flat” or have no obvious absorptions. As such any absorptions
fit to such pixels by the denoising model are spurious are not to
be considered for the training. Since the original CRISM pixel
spectrum are flat, the absorption seen in the modeled pixel spec-
trum as also very small. Based on this observation, we elimi-
nate the spectra which have only very small absorptions i.e. the
continuum removed pixel-spectrum where the smallest value
(> 0.99), i.e. the absorptions is less than 1% of the contin-
uum. We eliminate such spectra from both testing and training
as these spectrum would appear flat to an expert analyst.

3.2.3. GAN Training
Using the steps above we create a CRISM spectral dataset

of over a million spectra drawn from ∼30 CRISM images. In
particular we choose the CRISM images from which the spec-
tra in the MICA library were identified to expose the GAN to
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Figure 5: Flow chart describing the GAN Processing Pipeline for CRISM data

as diverse a variety of minerals-spectra as possible. We use a
1D version of the Deep Convolutional Generative Adversarial
Network (DCGAN) described by Radford et al. (2015). 2. At
convergence the GAN is able to produce continuum removed
spectra which are very similar to the real continuum removed
spectra in the CRISM image database. A comparison of these
spectra is shown in Fig. 5 wherein we compare some generated
spectra (shown in red on the bottom row) to similar real con-
tinuum removed spectra from the training set (shown in blue
on the top row). Note that the generated spectra have the same
characteristic absorptions as the real spectra and appear very
similar to the real spectra, in fact the only difference appears to
be a very small amount of extra noise in the generated spectra.

3.3. GAN-based Mapping Pipeline for CRISM Data
In this section we describe the full process used to gener-

ate mineral maps for CRISM images. In this section we are
attempting see if the actual CRISM spectra are close to vari-
ous mineral-spectra of interest so in this phase we use the real
CRISM pixel-spectra as opposed to the modeled spectra cre-
ated by the denoising pipeline. The various steps involved in
the mapping process are shown in the lower (orange) panel of
Fig. 5.

2The complete details of the training are explained in Appendix A

3.3.1. Preprocessing

The preprocessing stage of the mapping pipeline includes
procedures such as denoising, continuum-removal and flat-
spectrum removal which have been described previously. The
only noteworthy point is that the continuum removal is per-
formed on the model spectrum as opposed to the CRISM pixel-
spectrum. We prefer to perform the continuum removal on the
modeled spectrum as convex hull calculation are adversely af-
fected by the presence of noise/distortions. Further, the overall
brightness and shape of the modeled spectrum is quite similar
to that of the original CRISM-pixel spectrum which further en-
sure there is not any significant differences in the continuum.

An additional pre-processing step we include in the mapping
procedure is a band normalization. This step is necessary as
the mineral identification is based on the shape and position
of various absorption features as opposed to the relative band-
depth which are affected by physical factors like the grain-size
of the mineral samples, the acquisition geometry etc.. In such
a scenario any differences based on the band-depth are not rel-
evant to the mineral identification, therefore we normalize each
spectrum so that the smallest value in each continuum-removed
spectrum is the same. This ensures that the decision on simi-
larity are only made on band shape and position which ensures
improved performance.
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Figure 6: The representations learnt by the GAN for various endmembers from the MICA Library (A) Fe-Olivine (B) Mg-Carbonate (C) Kaolinite
and (D) Al-Smectite

3.3.2. GAN-based Feature Extraction
As mentioned earlier at the convergence of the GAN training

it is assumed that the discriminator possesses a good representa-
tion of the various spectra in the training set. We propose to use
the representation learned by the discriminator as our features.
Since the final output of the discriminator is a single true/false
type of number which is not very useful we use the output of the
penultimate layer of the discriminator as our features. For this
purpose we begin by first choosing some “exemplar spectra”,
i.e. spectra of interest which one wishes to identify in various
CRISM images. The we extract the features of these exem-
plar spectra which we refer to as “exemplar features”. Then we
also pass the CRISM image spectra through the discriminator
and extract features for these as well (i.e. image-pixel features).
[N.B.: The preprocessing steps are applied to both the exemplar
and image pixel-spectra prior to feature extraction.]

3.3.3. Similarity Analysis
Following the extraction of features we then perform a sim-

ilarity analysis between the exemplar features and the image-
pixel features. In this implementation we choose the cosine
similarity as the metric of similarity analysis3. Now for each
image pixel we have a vector of similarity scores (with respect
to each of the exemplars). If the original pixel spectrum have
a similar absorptions as the exemplar their representations will
also be similar and they will exhibit a higher similarity. On
the other hand if the pixel spectrum and the exemplar are have
differing absorption/shapes the similarity will be smaller (This
will be illustrated in Sec. 3.4).

3.3.4. Identify Best Guess
From the vector of similarities we then identify the exemplar

that the specific CRISM pixel-spectrum is closest in shape to.
This zeros out all the similarities except the largest score in the

3the cosine similarity is defined as 1 − S AD.

vector of similarity scores. Additionally, we also threshold all
similarity scores lesser that 0.707, a score below this level indi-
cates that the pixel-representation subtends an angle > 45◦ and
is closer to the orthogonal space than the exemplar. This guess
provides us with initial estimate on which exemplar spectrum
in the library is closest in shape to the specific pixel spectrum.

3.3.5. Thresholding Best Guess
Due to various factors such as incompleteness of the library,

in-class variation due other physical factors, mixing, contin-
uum issues etc.. the best guess of the model may not always
be accurate. Therefore, the best guess spectra are partitioned
into various classed based on similarity levels, pixel-spectrum
which have very high similarity (i.e. cosine similarity > 0.95)
to the exemplars are referred to as the identifications, i.e. pixels
which the model has identified with high confidence as similar
to the “exemplar”. Empirically we have observed that the iden-
tified pixels have very similar mineral absorption features as the
“exemplar” and will almost always would be identified by the
expert as belonging to the class of the “exemplar”.

The next level are pixels which we refer to as guesses, a pixel
is considered a guess if the pixel has intermediate similarity to
the exemplar (i.e 0.85 < cosine similarity < 0.95). The spec-
tra also show pretty high similarity to the exemplar in terms
of the mineral absorption-features but there may be some con-
fusion in terms of identifying similar mineral classes, for e.g.
minerals like Al-Smectite and Kaolinite or Fe/Mg-Smectite and
Serpentine. These minerals have absorptions in the same spec-
tral windows but there minor variation in shape such as the
shape of the different bands or relative size of the absorption
features in different windows. Due to the spectral variability
seen in such measurements some of the detection show up as
guesses rather than identifications. Generally, while there are
some confusions the guesses are still valid and identify pixel-
spectrum with either smaller bands/absorption features and or
pixels which show some variations/alterations of the mineral
detected. Pixels with cosine similarity below 0.85 often contain
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mixed classes, some false alarms and need be manually inves-
tigated prior to labeling.

Figure 7: Discriminative power of the GAN representations (A) SAD
between target CRISM I/F spectra (blue) and MICA Al-Smectite (red)
(B) SAD between target CRISM I/F spectra (blue) and MICA Mg-
Smectite (green) (C) SAD between target CRISM Continuum Re-
moved spectra (blue) and MICA Al-Smectite (red) (D) SAD between
target Continuum Removed spectra (blue) and MICA Mg-Smectite
(green) (E) SAD between the GAN representation of the target spectra
(blue) and MICA Al-Smectite (red) (F) SAD between the GAN repre-
sentation of the target spectra (blue) and MICA Mg-Smectite (green)

Figure 8: Identifying the Kaolinite spectra shown in Fig. 2 (B) in the
CRISM Image FRT97E2 (A) RGB Composite of CRISM Image 97E2
(B) Similarity Map using GAN Representations (C) Pixel spectrum
with highest similarity to the target Spectrum

3.4. Improved Discriminability with GAN features
The representations learned by the model for the various min-

eral spectra are sufficiently different to be easily discriminated.

To ensure this first we verify that the representations generated
by the model for various known mineral signatures are suffi-
ciently different. Fig. 6 shows the representations learned by
the model for some known mineral signatures from the MICA
Spectral Library. Note that the representations learned by the
model for different minerals are disparate from each other in a
variety of ways such as (i) the number of non-zero features (ii)
the profile of where the features have large as opposed to small
values and (iii) the average values of the features etc.. Note
that even in case of mineral-signatures which are very similar
to each other, the representation learned by the models are quite
disparate, for e.g. the minerals Kaolinite (shown in Fig. 6 C)
and Al-Smectite (shown in Fig. 6 D) both have characteristic
absorptions at 1.4, 1.9 & 2.2µm, the only difference appears
in the band shapes at 1.4 & 2.2µm where Kaolinite appears to
have a doublet (an absorption band with two local minima) as
opposed to an absorption band with a single unique local min-
ima. Since the bands are in exactly the same position conven-
tional metrics and summary parameters are expected to be sim-
ilar but note that the representations are significantly different.
The two spectra have different number of non-zero features and
also completely different profiles (the Al-Smectite profile ap-
pears to have large values in the middle while the large values
are more spread out for the Kaolinite). The enhanced differ-
ences between even the similar spectra are essential for discrim-
ination.

We illustrate the improved discrimination of the GAN rep-
resentation using an example shown in Fig. 7. We compare
a target spectra (shown in blue in Fig. 7 (A) and (B)) to both
MICA Al-Smectite (shown in red in Fig. 7 (A)) and MICA
Mg-Smectite (shown in green in Fig. 7 (B)). Initially note
that even though the target (blue) spectrum has absorptions at
1.4, 1.9 & 2.2µm which would cause an expert to mark this
spectrum as an Al-Smectite the SAD of the spectrum with the
MICA Al-Smectite is larger than with the MICA Mg-Smectite.
On performing the continuum removal the position of the bands
more clearly enable an expert to label the blue spectrum as Al-
Smectite, inspite of this the SAD with the MICA Mg-Smectite
is still smaller (these spectra are shown in Fig. 7 (C) & (D).
Finally, in Fig. 7 (E) & (F) we show a plot which holds both
the representation of the target spectrum and the correspond-
ing MICA end-member Note that in the representations of the
MICA Al-Smectite and the target spectrum are very similar and
have high correlation in terms of where the large values oc-
cur, on the other hand the MICA Mg-Smectite representations
sometimes has high values where the target representation is
low and vice-versa. This is clearly reflected in the values of
the SAD, where the target pixel is much closer (almost an or-
der of magnitude closer) to the Al-Smectite as opposed to the
Mg-Smectite.

Finally, using the GAN representation to identify the pixel
spectrum in the CRISM image FRT000097E2 that are the most
like the kaolinite-bearing (target) spectrum like the one shown
in Fig. 2 (B). Notice that the similarity map generated using
SAD in the GAN representation space shown in Fig. 8 (B)
clearly identifies the deposits which contain the Kaolinite-like
spectra. Also, note that similarity maps are much less noisier
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Figure 9: GAN-based Mapping of the CRISM image (A) RGB Composite of the image FRT93BE (B) Mineral Map using the GAN pipeline
for FRT93BE (C) CRISM parameter browse product for FRT93BE (R: OLINDEX, G: BD2500, B: D2300) (D) RGB Composite of the image
FRT97E2 (E) Mineral Map using the GAN pipeline for FRT97E2

as compared to the parameter maps shown in Fig. 2 (C) & (D).
This is also reflected in the pixel spectrum with the highest sim-
ilarity to the target spectrum as shown in Fig. 8 (C) which have
clear kaolinite-like features at 2.2 µm. Unlike the summary pa-
rameters there no false alarms i.e. there are no pixel-spectrum
without the kaolinite-like feature.

3.5. Spatial Averaging For Noise Reduction

In spite of the various steps taken to minimize the effects
of atmospheric distortions, instrument artifacts and noise, the
CRISM pixel spectrum are still quite noisy. In many images
the noise is quite significant and occludes the absorption fea-
tures present in the spectrum. For images denoised using the
Itoh and Parente (2019), much of the noise appears to be zero-
mean, i.e. a simple spatial average is quite successful in reduc-
ing the noise and highlighting the absorption features present in
the spectra. As such spatial averaging is technique commonly
used by practitioners to deal with the noise/distortion present
in CRISM data. While spatial averaging has significant value
in noise reduction, it causes some small (but clear) mineral de-
posits to be averaged out/removed.

To leverage the value of spatial smoothing in noise reduc-
tion while at the same time not missing out on small but clear
mineral deposits we perform the mapping on CRISM images
with different levels of spatial averaging. We perform the map-
ping with no averaging, 3 × 3 and 5 × 5 box averages for the
CRISM images. Finally a composite map is generated based on
all the three maps. In cases where there is no conflicts between
the various maps the detection is made based on map with the
highest score. In scenario where there are conflicts we stay with
the detection made by the map with the least smoothing. This

ensures that both objectives of noise reduction and preservation
of small deposits are achieved.

4. Mineral Mapping of CRISM images from Mars 2020
landing sites

The power of the GAN representation to discriminate various
mineral spectra in images of the CRISM image database was
tested on around 75 images near some of the sites considered
candidate landing sites for the Mars 2020 Mission (Mustard
et al., 2013). In particular, we focus on the images from/near
Jezero Crater (E:18.4463, W:77.4565) and North-East Syrtis
(E:17.8899, W:77.1599).

4.1. Creating Exemplar Libraries

The first step to create a library of exemplar spectra that we
would like to map in the CRISM image library. As a first
approximation we choose to map the mineral-spectra collated
in the MICA spectra library described by Viviano-Beck et al.
(2014). These are spectra of high quality identified and veri-
fied by experts known to present in the CRISM image database.
The complete list of spectra from the MICA library used as
exemplars in shown in Table. 3.5. Some of the minerals
in the MICA library we excluded as they were not suitable
for our technique, such minerals are colored in pink in Table.
3.5. For e.g. the mineral-spectra Hematite is excluded as its
characteristic absorption bands are outside the spectral range
1.0 − 2.6 µm which is the region of interest in this study. The
minerals Margarite and Chlorite have very small bands which
we not clear in the continuum-removed spectrum and are only
clearly discernible in the ratioed spectra, since we are using
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Mg-Olivine Fe-Olivine Mg-Carbonate
Low-Ca

Pyroxene
Monohydrated

Sulfate
Jarosite Gypsum Kaolinite Al-Smectite Fe/Mg-Smectite

Prehnite
Hydrated

Silica
Polyhydrated

Sulfate Illite Talc

Serpentine Epidote Analcime
Hydroxylated

Fe-Sulfate
High-Ca
Pyroxene

Chloride Margarite Hematite
Chlorite Ca/Fe-Carbonate H2O-Ice CO2-Ice Bassanite

Table 1: List of mineral-spectra from the MICA Library chosen as exemplars. The minerals colored in pink are excluded as they are not suitable and the minerals
colored in red have been left for future use

Figure 10: Comparison of mineral spectra for the image FRT93BE identified using the GAN representation to the exemplar spectrum for the
minerals (A) Mg-Carbonate (B) Fe/Mg-Smectite (C) Olivine/Mg-Smectite Mix (D) High-Ca Pyroxene (E) Fe-Olivine

Figure 11: Comparision of mineral spectra for the image FRT93BE guessed using the GAN representation to the exemplar spectrum for the
minerals (A) Al-Smectite (B) Epidote (C) Kaolinite (D) Hydrated Silica (E) Poly-Hydrated Sulfate

the continuum-removed spectra these mineral-spectra are also
excluded. The other minerals marked in red were not consid-
ered at this stage as we have as yet been unable to ascertain the
various mineral absorption features of these end-members and
whether these minerals can be identified purely based on fea-
tures in the spectral range 1.0 − 2.6 µm, as such we have left
these minerals for future analysis.

4.2. Mineral-Detection map for the CRISM image FRT93BE

First let us analyze the mineral detection maps generated by
using the GAN representations for a single CRISM image. In
particular, we choose the CRISM image FRT93BE (E:19.2363,
W:76.3465). This image is in the Jezero watershed area in
CRISM and shows significant mineral diversity and provides

and excellent test case to analyze the performance of the auto-
mated mineral detections technique using the GAN represen-
tations. These results are shown in Fig. 9. Fig. 9 (A) shows
an RGB Composite of the scene, while Fig. 9 (C) shows a
browse product made of CRISM summary parameters where R:
OLINDEX, G: BD2500, B: D2300, wherein pixels which ap-
pear white (with a greenish tinge) represent Mg-Carbonate, pix-
els which are blue identify Fe/Mg-Smectite or Serpentine and
red pixels would identify Olivine. Note the the summary pa-
rameter map appears quite noisy where identifying the presence
of small deposits would be quite hard. On the other hand the
mineral map generated using the GAN representations which is
shown in Fig. 9 (B) is far less noisy and clearly identifies the
various mineral deposits (the minerals identified by the differ-
ent colors are shown in the associated legend). Also note that
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the Olivine-bearing units are not clearly visible in this browse
product. The boldly colored pixels in Fig. 9 (B) represent iden-
tifications while lighter coloration indicates a guess. Note that
the identifications occur inside a guess region which is rea-
sonable as the optical mixing at the edges of the deposit would
make the spectra look less like the mineral of interest. Note that
the regions identified as Mg-Carbonate and Fe/Mg-Smectite by
the GAN representation (shown in Fig. 9 (B))have quite a good
correspondence to the appropriate regions in browse product
(shown in Fig. 9 (C)), while consistently being less noisy across
all the deposits. The detection map is further able to identify
a variety of other minerals as well without needing to gen-
erate/analyze more browse products. Also, when considering
overlapping images, we note that the deposits of similar shape
and mineralogy are identified across multiple images. To illus-
trate this we show the CRISM image FRT97E2 in Fig. 9 (D)
& (E), from which we note that deposits of similar mineralogy
and extent are seen across the images.

While the mineral detection maps generated using the GAN
features appear quite successful in identifying the various de-
posits we also need to ensure that the mineral spectra selected
by the model have the same spectral absorption as the “exem-
plar”. The comparison of the pixel-spectrum identified in the
CRISM image FRT93BE as being to the “exemplar” spectrum
of Mg-Carbonate, Fe/Mg-Smectite, Olivine/Mg-Smectite Mix,
High-Ca Pyroxene and Fe-Olvine in the library are shown in
Fig. 10. We see that across different spatial deposits shown the
spectra show clear similarity in terms of the absorption features,
i.e. the detections have the same absorption features as the “ex-
emplars”. In spite of some differences from the exemplars such
as the brightness, slope of the spectrum and presence of noise
an expert would consider these spectra as being of the same type
as the “exemplar”. On the other hand if we look at the spectra
the model guesses as being similar to the exemplar shown in
Fig. 11 we notice some differences in the absorption features
which reduces the confidence of the model in the detection. For
examples, while the detected spectra in Fig. 11 (A) & (B) have
the bands at the same spectral location as the “exemplars” the
characteristic absorptions are not as clear/deep. The detected
spectrum in Fig. 11 (C) shows an additional absorption feature
at 2.3 µm compared to the exemplar. Similarly in Fig. 11 (D)
the bands are not as deep as the exemplar (especially the band
at 1.9 µm) and in Fig. 11 (E) the hydration band (at 1.9 µm)
is not as deep and the faint shape at the end of the spectrum
around 2.5 µm is not as clear. While the guesses have clearly
discernible differences between from the “exemplar” they are
still sufficiently similar to the “exemplar” for the guess to be
the most reasonable choice from the ones in the exemplar li-
brary.

4.3. Composite mineral maps using CRISM images
Following this we created mineral detection maps for all

the CRISM images near the proposed landing ellipses men-
tioned previously. These ellipses cover the sites of Jezero Crater
(E:18.4463, W:77.4565) and North-East Syrtis (E:17.8899,
W:77.1599). First mineral detection maps like the ones shown
in the previous section are made for all the images in/near the

landing ellipse, following this all the maps are Geo-projected to
show the exact shape/stretch of the images relative to the Mar-
tian surface 4. Following this the different images are overlain
on top of each other to form a composite map that would allow
the user to look at all the maps at one instance to get an idea of
the mineralogy of the region.

An example of this is shown in Fig. 12. Fig. 12 (A) shows
the composite detection map. It shows clearly there is more var-
ied mineralogy in North-East Syrtis than near Jezero Crater. It
also clearly shows that the dominant mineralogy in these sites
are the Mg-Carbonates (shown in green in Fig. 12 (A)) and
Fe/mg-Smectites (shown in Cyan in Fig. 12 (A)). There are
is also some Olvine-Smectite Mixtures in both sites (shown in
red in Fig. 12 (A)). The detected spectra for these minerals
is shown in Fig. 12 (B)-(D). The spectra from the different
minerals have all the same characteristic absorption features as
the exemplar spectrum which validates these detections. In ad-
dition the North-East Syrtis region also appears to have sig-
nificant amount of High-Ca Pyroxene (shown in orange). The
spectra for High-Ca pyroxene is shown in Fig. 12 (E) appears
to generally have the same shape as the “exemplar” but there
are some detections which appear to have a significantly dif-
ferent slope (for e.g. the cyan spectra from FRT174F4 in Fig.
12 (E)) but even these spectra have the exact same shape in
terms of the continuum removed spectra. Additionally there
are also deposits of Jarosite (shown in pink in Fig. 12 (A)) in
the CRISM image HRLB8C2. The Jarosite spectra from the
image HRLB8C2 is shown in Fig. 12 (F). Note that the Jarosite
absorption features are clearly present in the Jarosite spectra.
There is also evidence of serpentine (shown in purple in Fig. 12
(A)) in a few images and the spectra associated with the mineral
is shown in Fig. 12 (G). There is also some Low-Ca Pyroxene
(shown in dull-yellow in Fig. 12 (A)) in some images in the
North-East Syrtis regions, the detected Low-Ca Pyroxene spec-
tra is shown in Fig. 12 (H).

In addition to the minerals which are clearly seen in the com-
posite detections maps, there also some minerals which are
present in the images but the deposits are too small to be seen
in the global composite detection maps. In Fig. 13 (A) shows a
blow up of the CRISM image FRT24C1A which shows small
deposits of various minerals like Al-Smectite, Kaolinite, Poly-
hydrated Sulfate and Hydrated-Silica. Additionally Fig. 13 (B)
shows a blow up of the CRISM image FRTCBE5 which shows
many of the same minerals but also shows a deposit of the min-
eral Epidote (N.B.: It should be noted that the MICA detec-
tion for the mineral was made in the CRISM image FRTCBE5
so this result in not surprising). The identified spectra asso-
ciated with these minerals is shown in Fig. 13 (C)-(G). We
note that across all the minerals over the many images included
in the studies all the identified spectra have very clear corre-
spondence to the “exemplar spectra” and in all cases and expert
would classify these spectra as belonging to the same class as
the “exemplar”.

4A complete list of images used in this study is provided in the supplemen-
tary material
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Figure 12: Detection Map & Identifications (A) The composite detection maps (B) Mg-Carbonate Identifications (C) Fe/Mg-Smectite identifications
(D) Olivine/Mg-Smectite Mixture identifications (E) High Ca-Pyroxene Identifications (F) Jarosite Identifications (G) Serpentine Identifications
(H) Low Ca-Pyroxene Identifications

4.4. Known Limitations & Workarounds

The main limitation of the automatic detection technique
made based on the GAN representations is that it is a spec-
trum detection technique as opposed to a mineral detection
technique. There is a subtle difference between the two as min-
eral identification is generally made based on the presence of
specific absorption features. There may/may not some other
absorption features which indicate some alteration of the min-
eral in question which are not sufficient to change the mineral
identification. For e.g. some spectra tend to have an additional
features at 1.9 µm based on whether or not the mineral in that
region was hydrated. While this feature appears quite promi-
nently in the mineral the presence/absence of this feature is not
generally used by the experts to make a specific mineral iden-
tification. Another example of this is for the Mg-Carbonates as

shown in Fig. 14 (A), where the identification is made on the
basis of the bands at 2.31 & 2.51 µm (bands at the black lines
in Fig. 14 (A)), but the spectra often show some variation in the
other spectral regions in Fig. 14 (A) see the band sizes at 1.34
& 1.9 µm. These differences are further enhanced in the case
of the continuum-removed spectra (shown on the bottom row)
and as such the model is unable to identify the green spectra as
“similar” to the blue or “exemplar spectra”.

Another associated problem with the method is since all de-
cisions are made on the basis of the continuum removed spec-
tra any errors in the continuum removal process is quite detri-
mental to the detections. This is particularly a problem as the
CRISM spectra sometimes appear to have some concavity at
low and high wavelength ranges. These concavities may ap-
pear as small bands which make mineral identifications quite
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Figure 13: Minerals present in small deposits (A) Blow up of the Composite Detection Map for the image FRT24C1A to show small mineral
deposits (B) Blow up of the Composite Detection Map for the image FRTCBE5 to show small mineral deposits (C) Al-Smectite Identifications
(D) Kaolinite Identifications (E) Poly-Hydrated Sulfate Identifications (F) Hydrated Silica Identifications (G) Epidote Identifications

Figure 14: Known issues with the GAN-based automatic identification (A) Inter-Class variability (B) Continuum Issues (C) Ratio problems

hard particularly when the absorption features of interest as also
small. An example of this is shown in Fig. 14 (B) where we
have two spectra which appear to have the same absorptions in
the CRISM I/F space but in the continuum-removed space we
see a band in the low wavelength range of the blue spectra. Also
note that the “fake” band is a similar size to the smallest absorp-
tion bands in the spectra and make mineral discrimination hard
in these cases. This problem can be thought of artificially in-
creasing the spectral variability of a class.

Note that both the above problems cause the model to “miss”
out on identifying some possible mineral spectra (i.e. these are
false-negatives) as opposed to misidentifying a pixels as be-
longing to a different class (or false positives). Additionally,
one can work around these issues by augmenting the exemplar
library to contain examples relevant to all the different spectral
variants of each class. This would ensure that the model is able
to identify all the different mineral classes present in the data.
[N.B. the exemplar library used to create the maps shown in the
previous section have been enhanced by including variants for
the different MICA classes to improve mineral identification].

Another limitation of the technique is that it can only make
detections if the absorption features are clearly present in the

CRISM I/F data. A common procedure used in manual mineral
identification is ratioing, wherein pixel-spectrum of interest are
ratioed with a neutral spectrum (i.e. a spectrum with no absorp-
tion features) to remove instrument based distortions and also
increase the spectral contrast of the data. In some cases the ra-
tioing may induce certain spectral features in the ratioed spectra
which may lead to mineral identifications. An example of this
is shown in Fig. 14 (C), where both the numerator (blue) and
denominator (red) spectra are shown in the top row while the
ratio (black) is shown in the bottom row. Note that the band at
2.5 µm is present in the ratioed spectra and appears to be in-line
with the convexity in denominator spectra at that wavelength.
The continuum removed spectra in this case shows no evidence
of this band and the model is therefore unable to find such spec-
tra in an automated manner.

5. Conclusions & Future Work

In this paper we introduce a novel technique for automatic
mineral identification in the CRISM image database. To per-
form these identifications use the representation learned for
such data by an unsupervised machine learning technique–the
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Generative Adversarial Networks. We show that in the GAN
representation space points that lie close to each other are more
likely to have the same absorption features and therefore a sim-
ilar mineralogy as opposed to points in the original CRISM I/F
space. We also show that these representations are more robust
to noise as opposed the CRISM summary parameters (which
can be thought of as a hand-crafted representation space). Fi-
nally we show that by placing simple proximity thresholds in
the representation space we can identify the presence of dif-
ferent mineral spectra in these CRISM images. The GAN-
representation based technique for automated mineral identi-
fication has several advantages over existing methods namely
(1) These detections are completely automated (2) The user can
search for any spectrum of their choice without retraining the
network or needing a new rule based system (4) The features
show far better discrimination using conventional metrics than
the original data (5) These automatically trained features are far
more resistant to noise than techniques like spectral-summary
parameters and (6) Getting the representations and detections
from this pipeline is very fast.

In the future we will attempt to extend the model to detect not
spectra from the MICA Spectral database but also spectra from
a variety of spectral libraries (USGS, RELAB etc..). Addition-
ally, we will also focus on the continuum removal to ensure that
the slope issues are mitigated and do not affect discrimination.
We will analyze the GAN to understand why the GAN features
have improved discrimination in terms of mineral identification
and analyze if this can be improved. We will also investigate the
choice of thresholds to see if better thresholds can be chosen to
improve the mineral identification in the data.
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Figure 15: Comparison of Real Continuum Removed Spectra from
CRISM Images (top row shown in blue) to Continuum Removed Spec-
tra generated by the Generator (bottom row shown in red)

Figure 16: The architecture of the GAN used for CRISM Data

Appendix A. GAN Training Details

We modify the Deep Convolutional Generative Adversar-
ial Network (DCGAN) Radford et al. (2015) for 1D dimen-
sional network. The complete network architecture is shown
in Fig. 16. Each Convolutional layer is also followed by batch-
normalization (to stabilize training by normalizing the input of
each unit to have zero mean and norm-1) (Ioffe and Szegedy,
2015) and dropout (to minimize over-fitting by randomly drop-
ping a specific fraction of weights at each training step) (Srivas-
tava et al., 2014). We use Convolutional networks for both the
generator and the discriminator, with a Convolutional stride of
7. Both networks have approximately 1−million parameters.

To ensure that the networks are able to discriminate the vari-
ous spectra seen in the CRISM database we would like to ensure
that there is sufficient spectral diversity in the spectra used for
training. To ensure this diversity we extract the training spec-
tra from the CRISM images which were used to make the de-
tections compiled in the MICA spectral library (Viviano-Beck
et al., 2014). From these images we extract 1million (non-flat)
spectra for the training. Following this in each iteration we al-
ternatively train both the discriminator and the generator. In
each step we use a batch-size of 256 and train the model to con-
vergence, in our experiments it takes approximately 250, 000
training iterations. On a machine with one TITAN Xp ® GPU
5 the full training process takes around 6 hours. At conver-
gence the GAN is able to produce continuum removed spectra
which are very similar to the real continuum removed spectra

5Titan Xp® is a registered trademark of the NVIDIA corporation. Full specs
on the Titan Xp can be found at https://www.nvidia.com/en-us/titan/
titan-xp/

in the CRISM image database. A comparison of these spectra
is shown in Fig. 15 wherein we compare some generated spec-
tra (shown in red on the bottom row) to similar real continuum
removed spectra from the training set (shown in blue on the top
row). Note that the generated spectra have the same character-
istic absorptions as the real spectra and appear very similar to
the real spectra, in fact the only difference appears to be a small
amount of extra noise in the generated spectra.
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